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Describing and summarising
*Once we’ve planned our research project, worked out the research aims and research 
questions, and designed our variables, we can now begin to think about analysis. There 
are two broad methods that we can use to analyse our data: descriptive  statistics and 
inferential statistics. Descriptive statistics provide us with a range of techniques that 
allow us to summarise and describe data they can tell us how much variation there is 
in our answers, for example, or where the central tendencies lay. On the other hand, 
inferential statistics allow us to infer answers from our data using hypotheses (we’ll 
deal with this in more detail in workbook 4).

3.1 Descriptive statistics

This workbook will introduce you to a range of 
techniques that will help you to describe your data 
and help you to choose which techniques are ap-
propriate for the data you have. 

By the end of the book you should be able to:
• Calculate frequencies and proportions and cor-

rectly identify when to use them
• Understand the presentation of data includ-

ing pie charts and bar charts and when to use 
them 

• Calculate measures of central tendency 
• Calculate measures of dispersion

 

3.2. Nominal and ordinal data: Frequencies, bar 
charts, proportions and pie charts

If you are working with nominal or ordinal data then 
you are working with categorical data. As a general 
rule of thumb, frequencies, proportions, bar charts 
and pie charts are particularly useful with this type 
of data. We shall deal with each in turn.

3.2.1. Frequency tables

Frequency tables allow you to identify the amount, 
or counts, associated with the given categories of a 
variable. They allow you to summarise the differ-
ent answers of a variable clearly so you can answer 
questions like: How many divorced people are there 
in our sample? How many people agree with capi-

tal punishment? And, what are the most common 
qualifications workers have in a particular factory? 

The frequency distribution is calculated by identi-
fying the categories within a variable and counting 
the number of appearances they make across your 
sample. This allows us to see how our data is dis-
tributed across the answers to the variable. For ex-
ample, if we were interested in the socio-economic 
status of 178 individuals in sample ‘A’ we could cre-
ate a frequency chart in the following manner:

From this table we are able to see that of the 178 
people surveyed in sample ‘A’, the professional or 
managerial class is the least common value with 
14 of the total people surveyed. Routine or Manual 
workers are most common with a total of 135. 

Here we can see that the most common highest 
educational achievement in our sample is ‘A-levels’; 
‘no educational achievement’ is the least common. 
It’s easy to see that frequency tables are useful for 
presenting the specific values of our variable simply 
and clearly.
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Table 3.1. Frequency of socio-economic class in 
sample ‘A’

Occupation Frequency
Professional or 

Managerial
14

Intermediate 29
Routine or Manual 135

Total 178
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3.2.2. Bar charts

Bar charts are also commonly used with categori-
cal data and can be used to pictorially represent the 
values contained in frequency tables. Whilst the ex-
act frequencies are difficult to determine from bar 
charts, they can be usefully used to visually summa-
rise the distribution of categorical data. Look at Fig-
ure 3.1. Using the frequency of current marital sta-
tus of those individuals in sample ‘A’ we can see how 
the heights of the nine bars help us to see how the 
frequency counts compare with one another. It is 
easy to see that ‘married’ is the most frequent group 
followed by living with a partner. The least frequent 
group is ‘in a civil partnership’. 

Figure 3.1. Frequency of current marital status in 
sample ‘A’

Remember how we said that nominal data has no 
mid-points between the categories? You are either 
in one or the other – never between. Hence the cat-
egories are mutually exclusive and non-continuous. 
Similarly, remember how we highlighted that the 
scaling of ordinal data is often difficult to deter-

4.

mine and as a result ordinal data should also not 
be treated as continuous? Look at the gaps between 
the bars – these gaps indicate that the data we are 
working with is not continuous. This is why we use 
bar-charts to describe nominal and ordinal data.

It’s also worth remembering that when you are us-
ing bar charts, too many categories make the graph 
very difficult to read – we wouldn’t want many more 
categories than the ones we currently have in the 
above example.

3.2.4. Proportions

Like frequencies, proportions are another method 
of summarizing nominal and ordinal data numeri-
cally. Whilst there are no hard and fast rules of when 
to use proportions and when to use frequencies, 
proportions are really useful if we want to compare 
two categories that have markedly different sample 
sizes as they summarise all data on a scale of 0-100. 
Proportions also tend to be used when we have 
large sample sizes or large values. Of course, what 
actually constitutes a large sample is relative to the 
population, but as a general rule of thumb, propor-
tions are better to use than frequencies if we want 
to imply that our sample is moving towards being 
representative of that population. This is often dif-
ficult if our sample is small or the sampling strategy 
is problematic. 

If we do decide that proportions are useful, then 
they are easy to work out - they are the same as the 
percentages. All we have to do is divide each par-
ticular value by the total number in the sample and 
multiply by 100.

In Table 3.3., for example, 14 divided by 178 is .0787. 
Multiply this answer by 100 and we have 7.87. 
Therefore 14 is 7.87% of 178 and the professional or 
managerial class make up 7.87% of the sample total.

3.2.5. A note about sampling

Although proportions are easy to work out, they 
need to be used with caution. Let’s return to a previ-
ous example that we looked at in workbook 2.

     

How meaningful this claim actually is depends 
on the size of our sample and our sampling strat-
egy. Let’s say that there are approximately 15,000 
students at the University of Sheffield. If we inter-
viewed 100 students using a convenience sampling 
method, our sample is hardly likely to be represent-
ative of the student population as a whole. As a re-
sult, authoritively claiming that ‘57% of University 
of Sheffield students smoke less than 10 cigarettes 
a week’ would be a little dubious as our data is very 
limited and unlikely to be representative. We might, 
for instance, have been asking people outside of the 
Union building. Given restrictions on smoking in-
doors, people who smoke now have to go outside 
in order to smoke. If our interviewer was waiting 
at a place where smokers congregated, then we 
would be in danger of over-estimating the number 
of smokers in the population because our sample 
was biased. On the other hand, if we had a random 
sample of 100 students drawn from all facets of the 
University population where everyone had an equal 
chance of being involved in the study, then the con-
clusion would be more valid - but the sample would 
have to be completely random, and the sample size 
would still be a little small. Indeed, one of the prob-
lems of random sampling is that it often (re)produc-
es natural variation around a mean. Even though 
the composition of gender in the UK is around 49% 
male and 51% female, a random sample would not 
necessarily have 49 men and 51 women in it. This 
is why stratified sampling is common in many na-
tional datasets. This strategy involves managing the 
random sample so that it conforms to pre-deter-
mined characteristics of the wider population. Even 
where multi-stage stratified sampling is used, many 
of the secondary datasets have samples that are 
large enough to use proportions with confidence 
as they have been developed to be representative of 
the population. 

Of course, and remembering some of the lessons 
learnt in workbook 2, if we summarised the results 
in the following format, we’d be on much safer 
ground. Even then, a good case could be made for 

Work out the proportions in the follow-
ing table:T

Table 3.2. Frequency of highest educational at-
tainment in sample ‘A’

Educational Level Frequency
Degree+ 35

Intermediate 23
A Levels 45

GCSE 30
Other 30
None 15
Total 178

Occupation Educational 
Level

Frequency

Professional 
or Managerial

14 7.87%

Intermediate 29 16.29%
Routine

or Manual
135 75.84%

Total 178 100%

Table 3.3. Frequency of socio-economic class in 
business ‘A’ with proportions

Educational 
Level

Frequency Proportion

Degree+ 35
Intermediate 23

A Levels 45
GCSE 30
Other 30
None 15
Total 178

Table 3.4. Frequency of educational attainment in 
Business ‘A’ with proportions 

 
57% of University of Sheffield students 

smoke less than 10 cigarettes a week.

Educational 
Level

Frequency Proportion

Degree+ 35 19.66%
Intermediate 23 12.92%

A Levels 45 25.28%
GCSE 30 16.85%
Other 30 16.85%
None 15 8.43%
Total 178 100%

Table 3.5. Frequency of education attainment in 
Business ‘A’ with proportions and answers

Here’s another example:
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Figure 3.3. Highest educational achievement in 
sample ‘A’

Unlike Figure 3.2, the problem here is that the rela-
tive sizes of the proportions are very similar. As a 
result, the chart is not adding anything visually be-
yond what had been given in the table previously. 
Indeed, it is worth noting that sometimes data is not 
so difficult to understand and it can often be easily 
described without the use of these charts. People of-
ten make the mistake of trying to include too many 
unnecessary charts and tables in projects and this 
can detract from the flow of their work. Although 
charts can be used to as an alternative to tables in 
order to vary the presentation, try to only use charts 
to emphasize important points or to demonstrate 
something that isn’t necessarily clear from your 
original tables. Try to use them where there is a spe-
cific reason to do so.

3.2.7. Using descriptive statistics to look at the 
dimensions of a sample

Descriptive statistics allow us to summarise data 
and there are a number of very good reasons why 
you would employ descriptive statistics to analyse 
the distributions of nominal and ordinal variables.

However, descriptive techniques are particularly 
useful when we are exploring the distribution of de-
mographic variables. This may include the variables 
we have mentioned such as marital status, educa-
tional achievement, and social class, but it could 
also include variables such as age, gender, ethnic-

ity, and employment status. Depending on your 
project, this demographic information about your 
sample can be crucial in revealing whether your 
sample is roughly representative of your population 
or whether some groups are under-represented. 

The answer, of course, is that it depends on the di-
mensions of the population. However, if we wanted 
to generalize the findings beyond sample ‘A’ to the 
population more generally, then our results may be 
affected by the large proportion of routine/manual 
workers in the sample. For instance, did the research 
take place in an area where there was a strong em-
phasis on routine and manual forms of employ-
ment or where there were limited opportunities to 
participate in other forms of employment? Without 
some additional context, the answers to these ques-
tions are not clear. 

6.

The distribution here is relatively even and there 
appears to be little cause for alarm. The surprising 
thing here, however, is that given the relatively high 
count of routine/manual workers in Sample ‘A’, the 
‘Degree+’ seems to be a little high. This may be ac-
counted for by the ‘Professional’ and ‘Intermediate’ 
categories, but this may be worth further investiga-
tion.

However, just because you can do something doesn’t 
mean that you should include it in your final report. 
Whilst you should conduct descriptive analyses on 
all your variables, as (another) rule of thumb, only 
report the results if they are interesting in some way. 
For instance, if your sample is likely to over-esti-
mate or under-estimate a particular group, or if the 
results are counter-intuitive or unexpected in some 
way. There is also often some merit in reporting ex-
pected results, providing you have a good rationale 
for doing so. However, do try to avoid reporting the 
results of your descriptive analyses for the sake of it.

3.3. Exploring associations in categorical data

Frequencies and proportions are also crucial in 
another way as they form the foundations that help 
us to explore associations, relationships, and effects 
between variables. Indeed, descriptive techniques 
can be used to analyse particular variables of inter-
est that emerge from our research rationales. 

3.3.1. Cross tabulations

A cross tabulation (often abbreviated as cross tabs) 
is a way to present the joint distribution of two or 
more variables. Cross tabs are usually presented as 
a contingency table. Whereas a frequency distribu-
tion provides the distribution of one variable, a con-
tingency table describes the distribution of two or 
more variables simultaneously.

In its most basic form, a 2  2 table, it is a measure of 
how many people in one group also feature in an-
other. For instance if we had collected information 
about the gender of gym membership, our findings 
may look something like this:

Why might this pie-chart be problematic?Q

using the frequencies if n (number of respondents) 
equalled 100. 

57% of University of Sheffield students in the present 
sample (n=100) reported that they smoked less than 
10 cigarettes a week.

3.2.6. Pie charts 

When using proportions, a good way of visually 
representing the whole picture is using a pie chart. 
Pie charts help us to see that all the categories make 
up a “whole” variable. They also provide a sense of 
which attributes contain more counts. Look at this 
example from the data on Socio-economic class.

Figure 3.2. Socio-economic class of sample ‘A’

Pie charts can be useful when you want the reader 
to notice that there are more people in one group 
than the others. It is easy to see how routine or man-
ual workers are by far the largest group in Sample 
‘A’, followed by the intermediate group, and then the 
professional or managerial group. Pie charts help 
an audience gain a sense of the distribution quickly.

There are some some limitations in conveying the 
relative magnitudes of the differences. Deciphering 
wedges in a pie chart is more difficult than compar-
ing heights of bars. Angles are typically harder to 
compare than lengths, so pie charts are not always 
great for comparing different quantities - especially 
when they are similar. This is why  you should pro-
vide the numbers too. Similarly, they tend to be 
used where the number of categories is small as too 
many slices can make the chart difficult to read. 

Look at the next example using data from Table 3.5: 

Does this suggest that the sample is rep-
resentative?Q

Let’s go back to Table 3.1:

Table 3.1. Frequency of socio-economic class in 
sample ‘A’

Occupation Frequency
Professional or 

Managerial
14

Intermediate 29
Routine or Manual 135

Total 178

What about the data in Table 3.2?Q

Is this sample likely to be representative?Q

Table 3.2. Frequency of highest educational attain-
ment in sample ‘A’

Educational Level Frequency
Degree+ 35

Intermediate 23
A Levels 45

GCSE 30
Other 30
None 15
Total 178
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Let’s imagine that we also collected information 
about the motivations of people who attend the 
gym and arranged these into two categories social 
(seeing friends etc) and physical (getting fit).

While these tables may be interesting in themselves, 
they do not tell us anything about the relationship 
between the two variables. 

8.

Table 3.6. Frequency of membership by gender 

Gender of gym 
members

Frequency

Male 69
Female 124

Total 193

In order to find out the answers to these questions, we need to cross-tabulate the data in the form of a con-
tingency table. 

To do this, all you need to do is count how many women ticked the social box and how many ticked the 
physical box. 

If we do the same for men, we have a table with 2 categories on the horizontal axis, and 2 categories on the 
vertical axis. 

This is what we mean by a 2   2 table. This is how it might look if we did so.

 

By doing this we can now see the reasons for visiting the gym tended to differ according to the gender of the 
visitor. It was not possible to see this from the frequency tables alone. Indeed, cross tabulations allow us to 
go deeper into the data and compare and contrast different groups and answers. They are a fundamental 
tool for quantitative social research. 

3.3.2. Odds Ratios

So, you should now understand what is meant by a cross tabulation, and you should also understand the 
principles of working out proportions. Good, because when we combine these two techniques we can do 
something rather clever – we can utilize odds ratios to help us interpret our table and assess whether men 
were more likely to visit the gym for social or physical reasons, and how this compares with women. Let us 
return to our gender and gym membership example.

Table 3.7. Frequency of reasons for attending the 
gym 

Reason for going to 
the gym

Frequency

Social 76
Physical 117

Total 193

Table 3.8. Reason for visiting the gym by gender

Reasons for going to the gym
Total

Social Physical

Gender
Male 25 44 69

Female 73 51 124
Total 98 95 193

Table 3.8. Reason for visiting the gym by gender

Odds ratios are a useful way of standardizing summary scores when we have a two by two table. They es-
sentially summarise the odds of a particular event occurring for one group compared to that of another 
group. Odds ratios are particularly useful in situations where the total numbers on your particular groups 
are uneven as they provide a way to standardize scores so you are comparing like with like. In the next 3 
sections, it is worth keeping Table 3.8 in sight as it will help you work out what is being compared with what 
and where all the numbers are coming from.

3.3.2.1 Measuring chance

Firstly, however, we need to know the difference 
between the chance of an event occurring, and 
the odds of it doing so. This is perhaps best seen 
through the example.

We can see from Table 3.8 that 25 men out of 69 went 
to the gym for social reasons. This is effectively the 
chance that men went to the gym for social reasons. 
The likelihood of men going to the gym for social 
reasons is 25 in 69 – or 36% (25/69 = .36). 

This is, however, different from the odds. 

3.3.2.2. Measuring odds

We can also see from the table that the odds of 
men going to the gym for social reasons, as opposed 
to physical ones, is 25 to 44. For every 25 men who 
went to the gym for social reasons, 44 did not. 25/44 
= .57 - effectively .57 to 1 or 57%. This value is just 
under 6 to 10, and is the same as saying that for eve-
ry 16 men, nearly 6 will go to the gym for social rea-
sons whereas 10 will go for physical reasons. So, the 
chance of men going to the gym for social reasons 
is 36%. This is just under 4 in 10. The odds that men 
will go to the gym for social reasons, however, is 57% 
- or just under 6 to 10. 

It is important to note the phrasing here. Under 4 in 
10 refers to the number of men in total that will go 
to the gym for social reasons. The use of the number 
10 is relatively arbitrary, but as a round(ish) number 
it gives a sense of the data at a glance.

On the other hand, the odds of nearly 6 to 10 re-
fers to the number of men that will go to the gym 
for physical reasons in comparison to those going 
for social reasons. Again, 10 is used as a relatively 
accessible method of summarizing the data at a 
glance. The difference between in and to is subtle, 
but it is important in understanding the difference 
between chance and odds.

The chance of women going to the gym for social 
reasons is 73 in 124 - or 58%. For every 10 women, 
nearly 6 will go to the gym for social reasons. The 
odds of women going to the gym for social reasons, 
however, is 73 to 51 - or 143%. For every 17 women, 
around 10 will go to the gym for social reasons. 

So, it looks like men are less likely to go to the gym 
for social reasons, but can we tell by how much?

Calculate the chance and odds that 
women will go to the gym for social 
reasons. Summarise the results.

T

Reasons for going to the gym
Total

Social Physical

Gender
Male 25 44 69

Female 73 51 124
Total 98 95 193
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you about being physically attacked because of 
skin colour, ethnic origin or religion?’

Well, the Crime Survey for England and Wales has 
asked this question on an annual basis for a number 
of years. They use the following measure:

for every 4 people that go to the gym for social 
reasons, 3 will be women.

3.3.3. Working with larger tables

Let us suppose that I had the following research ra-
tionale:

Reports of racist abuse – be it physical or verbal 
– are still all too common in Britain. However, it 
remains to be seen how these reports are inter-

preted by particular ethnic groups and how 
they influence their fear of racist abuse. Using 

data from the British Crime Survey (2000), this 
study will explore the relationship between eth-
nicity and fear of racist abuse by examining the 
responses to the question ‘how worried are you 
about being physically attacked because of skin 

colour, ethnic origin or religion?’

Whilst it does provide some context as to why this is 
an interesting topic to explore, it doesn’t do this with 
much force – and it doesn’t really attempt to link the 
problem to the literature. Hence, the knowledge gap 
that is being created is not really very convincing. 
Admittedly, the project is not that original in scope, 
but it could be improved with a little further back-
ground reading.

9. 10.

3.3.2.3. Calculating an odds ratio

Well, yes, this is exactly what an odds ratio meas-
ures. It can be calculated quite simply as a compar-
ative measure of women going to the gym for social 
reasons as opposed to men that go for social rea-
sons. Remember that for women the odds of going 
to the gym for social reasons rather than physical 
ones was 1.43. For men, however, the odds were .57. 
To calculate the odds ratio all we have to do is divide 
the odds for women, by the odds for men.

In this case, the odds ratio is 1.43 to .57., or 1.43/.57  
which is 2.51. This means that women have two and 
a half times the odds of going to the gym for social 
reasons as men do. 

However, this is not the same as saying that women 
are 2.5 times more likely to go to the gym for social 
reasons than men are. Indeed, the odds ratio is a 
measure that compares odds, not chance.

To work out this likelihood, we need to compare the 
chance between men and women directly. This is 25 
out of 98 men (25.5%), and 73 out of 98 for wom-
en  (74.5%). If we divide 74.5 by 25.5 - the answer is 
2.92 - it is easy to see that women are  nearly 3 times 
more likely to go to the gym for social reasons than 
men are. Effectively, for every 4 people that go to the 
gym for social reasons, 3 will be women. 

We can summarise this quite effectively:

According to this sample, the chance of men 
going to the gym for social reasons is 36%. This 
is under 4 in 10. The odds of men going to the 

gym for social reasons rather than physical ones 
is 57% - or just under 6 to 10. However, whilst 

the chance of women going to the gym for social 
reasons is 58% - approximately 6 in 10 - the 

odds of women going to the gym for social rea-
sons rather than physical ones is 143%. 

For every 17 women, around 10 will go to the 
gym for social reasons. This means that women 

have two and a half times the odds of going 
to the gym for social reasons than men, with 

women being nearly 3 times more likely to go to 
the gym for social reasons than men. Effectively, 

“

“

“

“
Do you think this is a good rationale?Q

With cases like the murder of Stephen Law-
rence and Lee Rigby – not to mention incident 

packed marches by the English Defence League, 
as well as rises in reports of Islamaphobia since 
7/11 - race related violence is often a headline 

grabbing issue within the UK. Indeed, reports of 
racist abuse - be it physical or verbal - are still 

all too common in Britain. 

Whilst fear of the outsider, and now the insider, 
are not new in the context of race relations (see 
Solomos, 2000), on-going debates concerning 

immigration have only served to focus popular 
debates on the dangerous ‘other’. 

However, it remains to be seen how these reports 
are interpreted by particular ethnic groups and 
how they influence their fear of racist abuse. Us-
ing data from the British Crime Survey (2000), 

this study will explore the relationship between 
ethnicity and fear of racist abuse by examining 
the responses to the question ‘how worried are 

“

We already have a good measure of eth-
nicity (Q2.4), but how might we meas-
ure ‘fear of racist abuse’?

Q

Q3.1.  How worried are you about being subject to a 
physical attack because of your skin colour, ethnic 
origin or religion? Would you say you were?

       A.  Very worried                        
       B.  Fairly worried
       C. Not very worried                
       D. Not at all worried                
       E.  Not applicable

e

Well, as a sketch it is not bad. However, remember 
our guidelines for a good rationale? They suggest 
the following:

• Why is the project an interesting thing to do?
• What has been said in the area before?
• What has not been said in the area before and 

why is it important that this issue is addressed?
• What will this project do?

The following table summarises the frequency of the answers by ethnicity.

Table 3.9. Fear of racist abuse by ethnic group

Worried about being physically attacked because 
of skin colour, ethnic origin or religion

TotalVery 
worried

Fairly 
worried

Not very 
worried

Not at all 
worried

Not 
applicable

Ethnicity

White 877 1170 4889 9482 1911 18329
All black 
groups

68 61 88 45 1 263

Indian 89 61 64 29 0 243
Pakistani/

Bangladeshi
58 44 33 25 0 160

Other 
groups

73 65 122 87 8 355

Total 1165 1401 5196 9668 1920 19350
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Can you analyse the table?Q

As you can see there is a lot of information contained 
in this table and at first glance it might appear to be 
difficult to make sense of. However, an effective use 
of descriptive statistics can help us to make sense of 
the data.

Our first point might be:

Overall, the vast majority of people are ‘not very 
worried’ or ‘not at all worried’ about being attacked 
because of their skin colour, ethnic origin or reli-
gion. 

However, the first thing to note here is that although 
our sample is large (n= 19350) there are a lot more 
people in the ‘white’ category than all of the others 
put together and this is having a great deal of influ-
ence on the overall totals. Therefore it would not be 
entirely correct to assume that most people are not 
worried about being physically attacked because 
of skin colour, ethnic origin or religion, as the table 
demonstrates quite clearly that the fear of a racially 
motivated attack varies by ethnicity. 

It would also be worth noting in the methodol-
ogy sections of our report that although the British 
Crime Survey does go to great lengths to ensure that 
the people surveyed are as representative as is pos-
sible, the ‘all black’, ‘Indian’, ‘Pakistani/Bangladeshi’, 
and ‘Other groups’ categories are so small that there 
may be a concern that the sample will not gener-
alize to overall populations. However, even though 
the sample sizes within groups are small, because 
the BCS does make an effort to systematically sam-
ple target populations, the results are likely to be in-
dicative of general trends.

The differences in the number of people in the eth-
nic group categories also has another knock-on ef-
fect – it makes the frequencies between the groups 
difficult to compare directly. 

One way of overcoming this difficulty is to convert 
the frequencies to within group proportions ie that 
is, working out the proportions of each cell within a 
particular category, such as ‘white’. This will help us 
to see the differences in the distribution of the an-
swers between categories more easily. To do this we 
divide each cell on our scale (for example 877 in the 
‘very worried’ cell) by the total number of respond-
ents within a particular category (for the white cat-
egory this is 18329), and multiply by 100 (4.78%). 
This will transform the data into percentages and 
make the categories easier to compare.

Convert the table into ‘within group pro-
portions’.T

Worried about being physically attacked because 
of skin colour, ethnic origin or religion

TotalVery 
worried

Fairly 
worried

Not very 
worried

Not at all 
worried

Not 
applicable

Ethnicity

White 4.8% 6.4% 26.7% 51.7% 10.4% 100%
All black 
groups

25.9% 23.2% 33.5% 17.1% 0.4% 100%

Indian 36.6% 25.1% 26.3% 11.9% 0% 100%
Pakistani/
Bangladeshi

36.6% 27.5% 20.6% 15.6% 0% 100%

Other 
groups

20.6% 18.3% 34.4% 24.5% 2.3% 100%

Total 6% 7.2% 26.9% 50% 9.9% 100%

Table 3.10. Proportions of fear of racist abuse by ethnic category – within row percentages

Can you see how each category is now on 
a scale of 0-100? This makes the 
differences between groups much 
clearer. 

Q

It is worth noting that you can calculate the per-
centages of a table in different ways. In the above 
example, we have calculated them as within row 
percentages. The percentage is calculated accord-
ing to the row total. However, we could also cal-
culate the percentages by the column totals if we 
wanted to. Some tables will even calculate the per-
centages according to the table total. The general 
rule of thumb is to calculate percentages in the di-
rection of the variable that you think is having an 
impact on a particular measure. In the above ex-
ample we are interested in the differences between 
ethnic groups on a measure of fear of racist attack. 
We think, therefore, that ethnic group might have 
an impact on fear. Hence we calculate the percent-
ages according to the groups of interest. In this case 
it is a within row percentage. 

When we look at the within row percentages, we can 
go through each category in turn and describe the 
distribution of the data, pulling out the most inter-
esting material. Remember, we don’t want to report 
everything, we just want to highlight the most note-
worthy information that is relevant to our research 
aim and research questions.

Our second point might be something along the 
lines of:

White people are less likely to be worried about be-
ing physically attacked because of skin colour, eth-
nic origin or religion than those in the non-white 
categories.

We might want to represent this visually in the form 
of two pie charts. Of course, we could present pie 
charts of each and every category, but this would 
probably interrupt the flow of our analysis and 
would probably be unnecessary as it wouldn’t add 
information that isn’t already contained in our ta-
ble. However, a pie chart demonstrating the differ-
ence between ‘white’ and ‘non-white’ would require 
us to add together the answers in our ‘all black’, ‘In-
dian’, ‘Pakistani/Bangladeshi’, and ‘other groups’ 
categories together to create a new variable – ‘non-
white’. This would be new and interesting material 
that isn’t contained in our original tables.

Figure 3.4. Fear of racist abuse: Non-white ethnic 
groups

 

Figure 3.5. Fear of racist abuse: White ethnic group
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13. 14.

Using these pie charts, it’s easy to see that the ‘very 
worried’ and ‘fairly worried’ categories are much 
bigger in the non-white ethnic groups.

Although you may have found more, these are the 
other main points to note from our data.

Nearly 60% of the ‘other groups’ category are ‘not 
very worried’ or ‘not at all worried’ about being a 
victim of a physical attack. Although this is the high-
est proportion of any non-white ethnic group, it is 
still much lower than the white group. Over 40% 
of the ‘other group’ are still ‘fairly worried’ or ‘very 
worried’ about the prospect of an attack.

The ‘Pakistani/Bangladeshi’ group demonstrate the 
most concern about being physically attacked be-
cause of skin colour, ethnic origin or religion. Over 
64% suggest they are ‘very worried’ or ‘fairly wor-
ried’ compared with only 10% of the white group.

The ‘Indian’ group are also the least likely group to 
be ‘not at all worried’ with just under 12% suggest-
ing they have no concern. Whilst over 15% of the 
Pakistani/Bangladeshi group fall into the same cat-
egory, in comparison, over 51% of the white group 
suggest they are ‘not at all worried’.

Table 3.10. Fear of a racist attack by ethnicity - within row percentages

Worried about being physically attacked because 
of skin colour, ethnic origin or religion

TotalVery 
worried

Fairly 
worried

Not very 
worried

Not at all 
worried

Not 
applicable

Ethnicity

White 4.8% 6.4% 26.7% 51.7% 10.4% 100%
All black 
groups

25.9% 23.2% 33.5% 17.1% 0.4% 100%

Indian 36.6% 25.1% 26.3% 11.9% 0% 100%
Pakistani/
Bangladeshi

36.6% 27.5% 20.6% 15.6% 0% 100%

Other 
groups

20.6% 18.3% 34.4% 24.5% 2.3% 100%

Total 6% 7.2% 26.9% 50% 9.9% 100%

Once we’ve analysed the table, our work still isn’t 
over. We would still need to think about why the re-
sults are distributed in this fashion and account for 
our findings; we have to try to explain the patterns in 
our data and not just describe them. The data does 
not just speak for itself. Why are the Indian group 
least likely to be ‘not at all worried’? Why are the Pa-
kistani/Bangladeshi group most likely to be ‘very 
worried’ or ‘fairly worried’? What is it about the ‘oth-
er groups’ category that make them the least likely 
of the no-white categories to be ‘not very worried’ or 
‘not at all worried’? The answers to these questions 
probably lie in the way the groups have been meas-
ured, the particular histories of the ethnic groups, 
and the identities, communities, and cultures of 
the particular groups. This would all have to be ac-
counted for in your final analysis and you could find 
out much from both the methodological literature 
on the BCS and the more specific literature on eth-
nicity, racism, and the ‘fear of crime’.

Of course, we wouldn’t present our results like we 
have above, but our analysis would form the basis 
of our results sections. It might run something like 
this.

Descriptive analysis of Table 3.10 reveals that 
the vast majority of people are ‘not very wor-

ried’ or ‘not at all worried’ about being attacked 
because of their skin colour, ethnic origin or 

religion. However, this is mainly due the large 
amount of people in the ‘white’ category who 

show a marked tendency to either be ‘not wor-
ried at all’ or ‘not very worried’ about the pros-
pect of being physically attacked due to their 

skin colour, ethnic origin or religion. 

Over three quarters of the white group fall into 
these categories. This is not the case with the 
non-white groups and the fear of a racially 

motivated attack varies by ethnicity. Indeed, 
Figures 1 and 2 demonstrate quite clearly that 
white people are less likely to be worried about 

being physically attacked because of skin colour, 
ethnic origin or religion than non-whites.

The ‘Indian’ and ‘Pakistani/Bangladeshi’ groups 
are the ethnic groups that are most likely to 
demonstrate concern about being physically 

attacked. Over 36% in each group are ‘very wor-
ried’. Indeed, the ‘Indian’ group are also the least 

likely group to be ‘not at all worried’ with just 
under 12% suggesting they have no concern. 

In comparison, over 51% of the white group 
suggest that they are ‘not at all worried’. Over 

64% of those surveyed in the Pakistani/Bangla-
deshi group suggest that they are ‘very worried’ 
or ‘fairly worried’. This compares to just 10% of 

the white group. 

Nearly 60% of the ‘other groups’ category are 
‘not very worried’ or ‘not at all worried’ about 

being the victim of a physical attack. Although 
this is the highest proportion demonstrated by 

any of the non-white ethnic groups, it is still 
much lower than the white group. Indeed, over 
40% of the ‘other group’ are still ‘fairly worried’ 

or ‘very worried’ about the prospect of an attack.
 

“
“

T
Work out the mean for this distribution 
of age in a seminar class of 7 students.

18, 18, 18, 19, 20, 20, 20

Let us say that one of the 20 year olds 
in our seminar group was to change 
seminar groups and was replaced by a 
56 year old student so the distribution 
was as follows:

18, 18, 18, 19, 20, 20, 56

Work out the mean. 

T

3.4. Working with interval variables: Measures of 
central tendency and measures of dispersion

3.4.1. Measures of central tendency

Whenever you collect data at the interval level, you 
will not get the same ‘answer’ each time you meas-
ure the variable. If you wanted to record how many 
crimes are committed each week in Sheffield, the 
answers will vary from week to week. They might be 
similar, but they will not be exactly the same every 
week. There will always be variation in recorded 
crime from week to week and the ‘answers’ will be 
distributed across a range of scores. Measures of 
central tendency attempt to summarise the centre 
of these distributions of ‘answers’. The overall aim 
is to produce a figure which best represents a mid-
point in the data. There are three different ways of 
doing this: the mean, median and mode.
  

3.4.1.1. The mean

The mean is the most familiar of all of the meas-
ures of central tendency and is sometimes referred 
to as the average. In order to calculate the mean it is 
necessary to add together all of the values in a batch 
and divide them by the number of values.

The mean would be the total of the ages added to-
gether (133) divided by the total number of students 
(7) giving an answer of 19. 

However, there are some weaknesses associated 
with the use of the mean. In particular it is dispro-
portionately affected by extreme values in a distri-
bution. 

T



DESCRIBING AND SUMMARISING DATA DESCRIBING AND SUMMARISING DATA 

Clearly the similarity of the mean and median for 
each year hides the fact that the range is very dif-
ferent. 

Well, this data is actually quite intriguing. Students 
who took the module the first time it ran, on aver-
age, tended to do a little better and a little worse than 
those in year two. In fact, one did really well and one 
did a lot worse than average. When the course ran 
for the second time, all the marks are much more 
closely bunched around the mean. So whilst no-one 
did really well, no-one did really badly either. 

Indeed, although the range can be a useful tool to 
help us describe our data, it is a rather crude meas-
ure of dispersion as it is totally dependent on the 
two most extreme values - hence it is rather suscep-
tible to outliers. We need to treat the range with cau-
tion if these differ substantially from the rest of the 
distribution.

3.4.2.2. The inter-quartile range 
   

The inter-quartile range is used to overcome the 
main flaw of the range by eliminating the most ex-
treme scores in the distribution. Essentially, the IQR 
is the range of the middle half of the distribution. 
The following diagram depicts the idea of the inter-
quartile range.

Inter-quartile range

Statistically speaking, the IQR is the difference be-
tween the first (Q1) and third (Q3) quartile. Q1 lies 
at the midpoint between the first and second quar-
ter of the distribution, and Q3 lies at the midpoint 
between the third and fourth quarters. Q2 is the me-
dian.

   

In some cases Q1 and Q3 will fall quite naturally on 
the 25% and 75% percentile in your distribution. For 
instance, if your distribution is 1, 2, 3, 4, 5, 6, 7, 8, 9, 
10, 11, then Q1 is 3, Q2 is 6, and Q3 is 9.

words it is a less precise measure of central tenden-
cy. 

3.4.1.3. The mode

The mode is the easiest measure of central tenden-
cy to calculate. It is simply the value which occurs 
most in a distribution. 

The most common age is 18 – this is the modal 
group.

The mean now becomes 24.1 (169 divided by 7). We 
can see how the introduction of one student con-
siderably older than the rest has dragged the mean 
up notably, even though the other students are all 
under 21 – this one outlier has skewed the mean 
and it no longer describes the central tendency of 
the distribution very well.

We call these very high or very low values that dis-
tort the mean an outlier. So in this case 56 is an out-
lier. We often refer to an outlier skewing the finding. 
Outliers can positively or negatively skew the data. 
Outliers positively skew the data if they pull the 
mean toward the left, and they negatively skew the 
data if they pull it to the right.

3.4.1.2. The median

The median is the middle value in a distribution 
when the scores are ranked in order of size. Simply 
line up the scores in ascending order and take the 
middle value – if you have an even number of scores 
take the two numbers either side of the centre, add 
them and divide by two.

The median age is 19. This is the value that splits the 
group into two with three scores above it and three 
scores below it.  

The median would be between 19 and 20 and is eas-
ily calculated by adding 19 and 20, and dividing by 
two. This gives a median of 19.5.

15. 16.

T
Work out the median age for our 
original seminar group

18, 18, 18, 19, 20, 20, 20

T
One extra student has now joined the 
group – he’s 21.

Work out the median now.

In the example above when the 56 year 
old joined the class, our age 
distribution is:

18, 18, 18, 19, 20, 20, 56

What is the mode?

T

T

T

Unlike the mean, the median is resistant to outliers 
or extreme values. When one of the 20 year olds was 
replaced by the 56 year old in our original example, 
it gave us a distribution of: 18,18,18,19,20,20,56. 
Here, despite the presence of an outlier the median 
would remain at 19 because it doesn’t take into ac-
count the values of the data. However, whilst this 
does make it resistant to outliers, because it doesn’t 
take into account the actual values within the distri-
bution it lacks the sensitivity of the mean – in other 

In this instance, we can see that there are two modal 
values - 18 and 20 - this is an example of a bimodal 
distribution. 

Again, the mode is resistant to outliers, however, it 
does not take into account all the other data - even 
less so than the mean - and as a result it is not a sen-
sitive measure of central tendency.

The mode is the only measure of central tendency 
that can be used with nominal data, and it can also 
be used with data at the ordinal level.

3.4.2. Measures of dispersion

In our example of the distribution of age in our 
seminar group we saw that both the mean and me-
dian of the 7 students was 19 (18, 18, 18, 19, 20, 20, 
20). Let’s say we wanted to conduct some further re-
search on the average age of the household that the 
student lived in before University. The first person 
we chose to ask was one of the 20 year olds. They 
had four younger siblings aged 2, 2, 8 and 19 and a 
mum and dad aged 40 and 42. 

So in order to work out the mean age of the fam-
ily we would add the 7 ages together (2, 2, 8, 19, 20, 
40, 42) and divide them by seven. The median is the 
fourth number in the series - 19. Interestingly the 
mean and median again turns out to be 19. 

However, we can see here that these ages are far 
more spread out than the figures for the ages of stu-
dents in the seminar groups. Therefore we need to 
do more than just measuring central tendency if we 
want to describe the two datasets better. In other 
words, we need to measure the dispersion of the dis-
tribution in order to find out the spread of the data.  
Fortunately, there are a number of measures which 
can tell us more about how dispersed or spread 
out the values in a distribution are. The measures 
of dispersion we will introduce you to in this work-
book are the range, the inter-quartile range, and the 
standard deviation. However it is worth noting that 
there are no appropriate measures of dispersion for 
nominal variables and when dealing with ordinal 
data we are restricted to range and inter-quartile 
range. The standard deviation is only calculated for 
interval/ratio variables.      

3.4.2.1. The range

The range is calculated by subtracting the smallest 
value from the largest - it is that simple! 

Let’s suppose that I wanted to examine the marks 
from my Research Methods module in more detail 
to see if the students had done better from one year 
to the next.

What is the modal group before the 56 
year old joined the group?

18, 18, 18, 19, 20, 20, 20
T

Work out the mean and median.T

Consider the two sets of results:

Year one: 85 52 64 51 29 59 47 58 42 37 66 
51 (mean 53.4 median 51)

Year two: 62 42 59 45 57 51 46 47 56 55 48 
51 (mean 51.6 median 51)

Work out the range in each example.
Year one: Maximum mark 85, minimum 
mark 29 – the range = 56

Year two: Maximum mark 62, minimum 
mark 42 – the range = 20

T

What conclusions can you draw from 
this?Q

1/4 2/4 3/4 4/4

1/4 2/4 3/4 4/4

Q1 Q2 Q3
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So, for year one:  

Table 3.11: Absolute deviation scores for year one

Now all that remains is to take the mean of the absolute differences - which means adding the values and 
dividing the result by the number of scores.

The answer is 10.82. 

Table 3.12: Absolute deviation scores for year two

The answer is 5.17

So now we have our mean absolute deviation for each sample, we have to interpret them: data never speaks 
for itself. Simply by eyeballing the data we can quickly determine that the deviation for year one is more 
than double what it is for year two. This means that the data is much more spread in year one than it is in 
year two. Actually, this isn’t too surprising as we already know that the range is quite a bit higher than the 
inter-quartile for year one. Comparison of the mean absolute deviation confirms our original conclusion: 
students were more likely to be better and worse in year one than they were in year two.

17. 18.

Calculate the mid-point between the 
third and fourth quarter (Q3).

Q3 = (64+59)/2 = 61.5.
T

Now calculate the IQR for year two.T

In other cases, it is a little more complicated - but 
not much. For instance in the distribution 1, 2, 3, 4, 
5, 6, 7, 8, 9, Q2 is 5 with Q1 being the midpoint be-
tween 2 and 3, which is 2.5.

Let us return to our previous example.

Year one: 85 52 64 51 29 59 47 58 42 37 66 51
Year two: 62 42 59 45 57 51 46 47 56 55 48 51

To work out the inter-quartile range we first need to 
rank the scores in ascending order.

Year one: 29 37 42 47 51 51 
  52 58 59  64 66 85

Year two:  42 45 46  47 48 51 
  52 55 56  57 59 62

Now we need to separate them into four quarters - 
we have 12 data points so we simply divide 12 by 4. 
There will be 3 data points in each quarter.

Year one:  29 37 42  47 51 51  
  52 58 59 64 66 85

Year two: 42 45 46  47 48 51    
  52 55 56  57 59 62

In year one, it is possible to see that the median, or 
Q2, is the point between 51 and 52 - effectively 51.5. 
The mid-point between the first and second quarter 
- Q1 -  is the average of 42 and 47. 

So: Q1 = (47 + 42)/2 = 44.5

Now all that remains to be done is to subtract Q1 
from Q3.

The IQR for year one is 17.

The IQR for year two is 10 (56.5 - 46.5).

Now that we have eliminated the outliers in our dis-
tribution, it is possible to see that the central distri-
butions for year one and year two are more similar 
than the range might initially suggest. Whilst the 

limited sample here is likely to make any conclu-
sions problematic, interrogation of the IQR might 
suggest that part of the difference in the range of 
year one and year two can be accounted for by the 
presence of individual differences in year one where 
an excellent student scored particularly highly, and 
a weak one quite low. However, there is still a dif-
ference of 7 between the IQRs of year one and year 
two. As such, there remains some suggestion that 
students were more likely to be better and worse in 
year one than they were in year two.

Indeed, unlike the range, the inter-quartile range is 
a useful measure of dispersion as it has the excellent 
property of not being too sensitive to outlying data 
values. That is, it is a resistant measure. However, it 
doesn’t take all the values into account, therefore it 
does lack sensitivity, and, like the median, it does 
suffer from the disadvantage that its calculation in-
volves sorting the data. This can be very time-con-
suming for large samples when a computer is not 
available to do the calculations.

3.4.2.3. Mean Absolute Deviation (MAD)

Like the range and the inter-quartile range, the 
mean absolute deviation gives a measure of the 
spread of our distribution. This time however, the 
mean, rather than the median, is used as the point 
of focus. In fact, the mean absolute deviation is ac-
tually the average distance from the average! Unlike 
the range and the IQR, however, it takes all of the 
data in the distribution into account, not just select 
parts of it. Of course, this can make it particularly 
sensitive to outliers, but it does also make it a much 
more precise measurement of dispersion too be-
cause we are no longer ignoring parts of the data. 
Fortunately, it is easy to calculate.

Before we start, we need to understand what is 
meant by an absolute value. Absolute values are 
those that are measured from a fixed point. This 
means that the absolute distance from that point is 
the issue of interest, not whether the value is above 
or below it. For instance, the absolute value of 7 is 7. 
The absolute value of -7 is also 7. In absolute terms, 
both 7 and -7 are 7 away from 0. Got that?

An even simpler way of saying this is that absolute 
values are effectively permission to ignore any mi-
nus signs. This is really useful when working out 
how much individual scores deviate from the mean 
as if we were to do this without using absolute val-

ues, the negatives would cancel out the positives 
and we’d always end up with 0. The absolute mean 
deviation, therefore, is a collective summary of how 
the scores in our distribution differ, absolutely, from 
the mean. 

Effectively, all we need to do to work out the mean 

Value 29 37 42 47 51 51 52 58 59 64 66 85
Mean 53.4 53.4 53.4 53.4 53.4 53.4 53.4 53.4 53.4 53.4 53.4 53.4

Absolute 
deviation

24.4 16.4 11.4 6.4 2.4 2.4 1.4 4.6 5.6 10.6 12.6 31.6

Calculate the absolute mean deviation.T

absolute deviation is to calculate the difference be-
tween each score and the mean, add those differ-
ences up, and divide by the number of scores.

Remember that our mean was 53.4 so the first thing 
we need to do is to work out how far each value is 
away from that mean.

Calculate the mean absolute deviation for year two.T

Value 42 45 46 47 48 51 52 55 56 57 59 62
Mean 51.6 51.6 51.6 51.6 551.6 51.6 51.6 51.6 51.6 51.6 51.6 51.6

Absolute 
deviation

9.6 6.6 5.6 4.6 3.6 .6 .4 3.4 4.4 5.4 7.4 10.4



DESCRIBING AND SUMMARISING DATA DESCRIBING AND SUMMARISING DATA 

19. 20.

85 52 64 51 29 59 47 58 42 37 66 51
31.6 -1.4 10.6 -2.4 -24.4 5.6 -6.4 4.6 -11.4 -16.4 12.6 -2.4

The standard deviation is relatively easy to work out. 

You can do it in 6 simple steps.

1. Work out the mean
2. Calculate how far each individual value is from 

the mean
3. Square these values (this gets rid of the minus 

signs so  the negative values don’t just cancel out 
the positive ones)

4. Add up these squared values
5. Divide this by the number of values minus 1
6. Take the square root of this answer

3.4.2.3. The standard deviation (SD)

Like the range, the inter-quartile range, and the 
mean absolute deviation, the standard deviation 
gives a measure of how widely dispersed the values 
in a distribution are around the mean. Unlike the 
range and the IQR, however, it is sensitive to all of 
the data in the distribution, not just select parts of 
it. Of course, like the mean absolute deviation this 
makes it particularly sensitive to outliers, but it does 
also make it a much more precise measurement of 
dispersion too as we are no longer ignoring parts of 
the data.

We will use the marks of year one to run through an example. Our mean was 53.4 (step 1) so the next thing 
we need to do is to work out how far each value is away from that mean (step 2).

Table 3.13: Deviation from mean for year one

3. Now we need to square each value

Table 3.14: Deviation from mean squared for year one

85 52 64 51 29 59 47 58 42 37 66 51
31.6 -1.4 10.6 -2.4 -24.4 5.6 -6.4 4.6 -11.4 -16.4 12.6 -2.4

998.56 1.96 112.36 5.76 595.36 31.36 40.96 21.16 129.96 268.96 158.76 5.76

4. Now we total these squared values.
2370.92

5. Divide this by the number of values 
in our sample minus 1 - which is 11.

215.54

6. And take the square root.

The standard deviation for year one is 
14.68

Do the same for year two.

The standard deviation for year two is 
6.21.

T

Again, this clearly indicates that the marks for year 
one were much more dispersed than they were in 
year two. The standard deviation is comparatively 
smaller in year two because the scores are more 
clustered around the mean. In essence, there is 
much less variation. This is despite the fact that the 
means initially appeared similar. 

Some of you may now be thinking ‘what is the differ-
ence between the mean absolute deviation and the 
standard deviation?’ Well, part of the answer lies in 
something else you may have noticed. Whilst there 
is a little bit of difference between the SD and the 
MAD for year two, relatively speaking, the SD ap-
pears quite a lot higher than the MAD for year one. 
Why might this happen? 

This difference occurs because of the ‘sum of 
squares’ operation we perform when calculated the 
SD. This has the effect of amplifying those values 

which are further away from the mean. Indeed, the 
SD effectively places more and more importance on 
those values that are further and further away from 
the mean. Indeed, if you inspect the squared val-
ues you can see the effect this operation has on the 
original values. Those that are comparatively close 
to the mean, contribute less to the sum of squares 
than those that are further away. This means that 
the SD is more sensitive to larger deviations than 
the MAD – and making a comparison between the 
MAD and the SD allows you to summarise this ef-
fectively.

There are two questions that emerge from this: 
what is the point of the sum of squares operation, 
and is the MAD or SD better in reporting the varia-
tion around the mean?

The answer to the first question is still a point of 
debate amongst social statisticians. The SD is more 
commonly used, but this is, at least in part, due to 
historical convention. This relates to the fact that the 
algebra that underpins these techniques is easier to 
handle when the SD is used. This becomes quite 
important when using the SD for more complex 
statistical tests that use thousands of data points. 
However, some researchers have argued that the 
MAD should be used as it handles real-life samples 
and populations better than the SD. Indeed, whilst 
the SD might be better in ideal conditions, and the 
statistical evidence does suggest this is the case, 
in instances where there might be more chance of 
measurement error, amplifying this error in our cal-
culations might not be a good idea1.

As a result, it is probably best to present both the 
MAD and the SD in your findings. It is certainly a 
very good idea to calculate both measures as com-
paring the values can give a better idea of what is 
going on in the data – just as it has in this particular 
example. 

1 For a not too difficult to understand paper on this 
issue, you can read Stephen Gorrard’s (2004) paper 
entitled ‘Revisiting a 90-year-old debate: the advantages 
of the mean deviation’. Presented at the British Educa-
tional Research Association’s Annual Conference, it is 
freely available on the internet.

3.4.2.4. Cohen’s d: Measuring effect sizes between 
two means

All of this discussion now leads us to an inevita-
ble question: is there actually any meaningful dif-
ference between year one and year two and can we 
demonstrate this statistically?

Assessing difference is actually quite a complex 
problem. However, a man by the name of Jacob Co-
hen provided a simple and effective way of measur-
ing effect size and the statistic that was named after 
him, Cohen’s d, is used as a measure to indicate the 
standard difference between two means. It is de-
rived from the difference between the two means, 
and dividing the answer by their weighted pooled 
standard deviations.

Helpfully, Cohen also provided a rule of thumb to 
interpret the result. Where Cohen’s d is equal to 1, 
we know that the means of the two groups differ by 
one standard deviation. On the other hand, a d of 
.5 would demonstrate that the means differ by half 
a standard deviation, etc etc. Cohen suggested that 
where d is equal to 0.2, the effect size is small. Where 
d is equal to 0.5, we can consider the effect size to 
be medium, with anything over 0.8 being large. This 
means that if two groups’ means don’t differ by 0.2 
standard deviations or more, the difference is quite 
weak.

Before we do that, however, we need to make sure 
that our distributions are not skewed as Cohen’s d is 
unreliable in cases where the distribution is skewed. 

3.4.2.3.1 Assessing skewness

Briefly, skewness tells us about the lack of symme-
try in our distribution. Taking a measure of skew-
ness allows us to see whether our data is lop-sided 
on one side or the other. That is, it provides us with 
the means to assess whether the bulk of the distri-
bution lies to the left or the right of the mean. A neg-
ative skew is said to occur if the bulk of the distribu-
tion lies to the left of the mean, and a positive skew 
occurs if it is to the right. Generally speaking, if the 
mean mode and median are around the same place, 
then the data is not considered to be skewed. How-
ever, working out the level of skewness by ‘eyballing’ 
the data is often unreliable. Fortunately, it is quite 
easy to work out a standard measure of skewness 
with what is called a skewness co-efficient. Quite 
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Calculate the skewness coefficient for 
year two.

T

Calculate Pearson’s second skewness 
coefficient for year two.T
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simply, a skewness co-efficient ascribes a value to 
the level of skewness in our data that allows us to 
see whether our distribution is positively or nega-
tively skewed.

A standard method of assessing skewness is by using 
Karl Pearson’s skewness coefficients - often abbrevi-
ated to SK. He devised two of these, one around the 
modal value, and one around the mean. Both are 
easy to use.

His first SK coefficient is calculated by subtracting 
the mode of the distribution from the mean, and 
multiplying the answer by 3. This is then divided by 
the standard deviation.

So, for our year one data, this is (53.4 – 51), or 2.3, 
multiplied by 3, which is 6.9, divided by 14.68. The 
answer is .47.

51.6 – 51 is .6. Multiply that by 3 and we get 1.8. Di-
vide this by the standard deviation - which is 6.21. 
The skewness coefficient is .29.

Generally speaking anything above +/- 1 is skewed. 
Between +/- 1 and +/- .5 is moderately skewed, but 
probably OK if it is closer to +/-.5. Anything under 
+/- .5 is relatively symmetric. Using this Pearson’s 
modal coefficient of skewness, we can see that our 
data is relatively symmetric.

However, some statisticians prefer to use the me-
dian as a comparator to the mean when making an 
assessment of skewness. Fortunately, this is really 
easy to work out too.

To calculate Pearson’s second median-based skew-
ness coefficient, all we need to do is subtract the 
median from the mean, and divide by the standard 
deviation.

So, for year one, this is 53.4 – 51, which is 2.3, di-
vided by 14.68. The answer is .16.

51.6 – 51 is .6. Divided by the standard deviation, 
6.21, gives a skewness coefficient of .10.

The good thing about this coefficient is that it 
should always give an answer of between -1 and +1. 
Anything below -.2 is negatively skewed, and any-
thing above .2 is positively skewed.

To report this, all we would need to do would be to 
state the following:
‘Using Pearson’s modal and median skewness coef-
ficients, the distributions of year one and year two 
were not found to be skewed’.

Should you find that your data is skewed, don’t 
worry. We’ll be dealing with another statistical tech-
nique, the Mann and Whitney U test, in a later work-
book. This test can be used to measure whether 
there is a difference between two distributions that 
have skewed means. 

3.4.2.3.2. Calculating Cohen’s d

So, now we know that our data is not skewed, we 
can go ahead and calculate Cohen’s d. Remember 
this Cohen’s d is derived from the absolute differ-
ence between the two means, divided by their 
weighted pooled standard deviations.

The first bit of this is easy - subtract the smaller 
mean from the larger one. The mean for year one 
was 53.4, and the mean for year two was 51.6. The 
difference is 1.8.

One quick and easy way of calculating the pooled 
standard deviation is to simply take the average 
standard deviation of the groups under investiga-
tion. In this case, it would be 14.68 + 6.21 - which is 
20.89  - divided by two - which resolves to be 10.45.

To calculate d, all we need to then do is divide 
the difference by the pooled standard deviation. 
1.8/10.045 is 0.17.

According to Cohen’s rule of thumb, we can see 
that our effect is relatively small. The problem with 
this method, however, is that the Cohen’s d statis-
tic assumes that both sample standard deviations 
come from the same population, with the average 
of the standard deviations being a measured esti-
mate of that population. In doing this, each of the 
two standard deviation scores are being treated as 
equal. Unfortunately, this logic breaks down when 
we are dealing with unequal sample sizes. In these 
cases, the relative weights of the standard deviation 
scores needs to be taken into account.

For example, if we were to make an estimate of the 
population standard deviation in a case where sam-
ple 1 has 100 data points, and sample 2 only has 50, 
then a simple average would over-estimate the im-
portance of the sample 2 in the calculation of the 
population estimate. They are being treated on a 
50:50 basis, where, in fact, they should probably be 
treated on a 100:50 basis. This means that our pop-
ulation estimate would be biased in favour of the 
standard deviation of sample 2. Hence, we need to 
find a way of taking sample size into account when 
working out Cohen’s d. 

In experimental research designs, this problem can 
be avoided by using the standard deviation of the 
control group in that a relatively random sample 
should already be representative of the population. 
However, this becomes more complicated where we 
are dealing with real-life scenarios where the meas-
urement of population estimates are not so clear 
cut. This is where the pooled standard deviation 
comes into play.

Calculating the pooled standard deviation is a little 
more complicated – as you can tell by this formu-
la(!):

Fortunately it is not that scary when you know what 
you’re doing. n1 is the sample size for the first case. n2 
is the sample size in the second case. s1

2 is the squared 
standard deviation in the first case, and s2

2 is the 
squared standard deviation from the second case. So:

Now we need to square 14.68 – effectively multiply-
ing it by itself (14.68 x 14.68). Doing the same for 
6.21, we get:

So:

And:

Which means that the pooled standard deviation is 
11.27

e Now we have all the necessary detail to compute 
Cohen’s d for our means – we just need to divide the 
difference (1.8) by the pooled standard deviation 
(11.27). The answer is:

1.8 / 11.27 = 0.16

Using Cohen’s rule of thumb to interpret the result, 
we can conclude that the effect size between year 
one and year two is quite small.

It is worth noting, however, that Cohen himself 
recognised the dangers of interpreting effect sizes 
in such a rigid way. Whilst Cohen’s d does provide 
a measure of the standard difference between two 
means, what is a big or small effect will depend 
on the context of the phenomena under scrutiny. 
In many applied fields large and even medium ef-
fects are often difficult to obtain and effects that are 
smaller than Cohen’s original rule of thumb of .2 are 
often considered to be important. Indeed, the fur-
ther one moves away from the experimental condi-
tions of the more behavioural sciences to the often 
much more complicated world of social sciences 
where confounding variables cannot be controlled, 
Cohen’s rule of thumb may actually under-estimate 
the importance of otherwise apparently small or 
weak effects.

However, it is quite easy to see why, for example, 
Cohen’s d is quite small in our case. As Cohen’s d 
is a function of the difference of the means by the 
pooled standard deviation, we can see that in order 
for the differences between our two means to ap-
proach a medium effect size, we would need to see 
a difference of over 5.6 (11.27 .5). For a large effect 
size we would need a difference of over 9 (11.27  .8). 
Given that the range of our distributions are com-
paratively quite large - 56 and 20 respectively - it is 
not too surprising that a difference of 1.8 between 
the means is quite small. That is to say, there is ac-
tually quite a bit of variation around the mean of 
year one and year two, but given that variation, the 
means are actually quite close together. Cohen’s d is 
simply a numerical description of that observation.
 

3.5. Using interval data: ‘The myth of the lazy 
immigrant’

So, how do we use these techniques in practice? 
Actually, whilst these techniques are certainly rel-
evant, much of the data you will come across in sec-
ondary datasets and questionnaires will be nominal 
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or ordinal. However, under some circumstances, 
you may wish to explore some interval data. Let us 
suppose that I want to conduct a research project 
on the economic conditions of first generation im-
migrants to the UK. Go to the ESDS website that we 
explored in Workbook 1, available here:
nesstar.esds.ac.uk/webview/index.jsp

> Click on the + next to the ‘Teaching Dataset’ on the 
   left hand side of the page

> Click on the + next to the ‘Labour Force Survey’

> Now click on the icon next to ‘Labour Force 
    Survey, 2002: Teaching Dataset’

> Click on the + next to ‘Variable Description’

“

“Explore these variables to see if you can 
come up with a method of exploring the 
economic conditions of first generation 
immigrants to the UK using the interval 
techniques you have just read about – 
write a research rationale (don’t forget to 
include research aims and questions)

Q
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You could have working rationale that reads some-
thing like this:

The issue of immigration has received much 
attention from the popular media and politi-
cians alike. Frequently portrayed as ‘scroung-
ers’ or ‘a drain on the state’, recent immigrants 
are often seen as lazy ‘good-for-nothings’ only 
here for the generous state benefits. However, 

many immigrants are professionally qualified 
or willing workers looking to use their skills 

in a range of employment contexts. Using the 
‘whether born outside of the UK’ question from 
the Labour Force Survey (2002), this study will 

attempt to explore preconceived ideas of the 
‘lazy immigrant’ by examining the usual weekly 
hours of work for recent immigrants and those 

born within the UK as well as their self-reported 
gross hourly pay.

The following is a summary of the descriptive data from the ‘Total usual hours in main job per week (in-
cluding overtime)’:

Table 3.15. Immigration by usual hours worked: Descriptive statistics

* missing cases = 2083
** missing cases = 16525
*** mean absolute deviation not available

Table 3.16. Immigration by gross hourly pay: Descriptive Statistics

n Mean Median Mode Range Inter 
quartile 

range

Standard 
devia-

tion
Whether 

born 
outside 
the UK

Yes 3522* 37.93 40 40 97 13 13.77

No 41429** 37.09 39 40 97 15 14.14

n Mean Median Mode Range Inter 
quartile 

range

Standard 
devia-

tion
Whether 

born 
outside 
the UK

Yes 2219* 10.87 8.50 5 120.50 7.73 7.94

No 29191** 9.61 7.78 5 204.75 6.35 6.91

* missing cases = 3386
** missing cases = 28763
*** mean absolute deviation not available

Our analysis might run something like this:

Descriptive analysis of ‘Table 3.15. Immigration 
by usual hours worked’ reveals that on average 
those born outside the UK actually work nearly 
an hour longer than those born within the UK. 

Similarly, although the mode is the same for 
both groups (40 hours), the median value is also 

one hour more for those born outside the UK. 
Using Cohen’s d, however, this effect was found 
to be relatively weak (d = .06). The distribution 
of usual hours worked also demonstrates that 
the distribution of hours worked are slightly 

more spread for those born in the UK (IQ 
range=15; s.d.=14.14) than for those born out-
side the UK (IQ range=13; s.d.= 13.77). Gener-

ally speaking, those born in the UK demonstrate 
more variation in weekly hours worked than 

those born outside the UK.

Similarly, investigation of ‘Table 3.16. Immigra-
tion by gross hourly pay’ reveals that those born 
outside the UK actually earn over £1 per hour 

more on average (£10.87) than those born with-
in the UK (£9.61). Although Pearson’s modal 

coefficient for skewness suggests that the data 
is not symmetrical - a common facet of income 
distributions - Cohen’s d was found to be small 

(d = 0.18). 

That said, compared to every pound earned 
by first generation immigrants in work, those 

born in the UK earn just over 88p. However, the 
distribution of gross hourly pay also demon-
strates that there is more variation in the pay 
of those born outside the UK (IQ range=7.73; 

s.d.=7.94) than for those born inside the UK (IQ 
range=6.39; s.d.=6.91).

“
Analyse the tablesT

Therefore, a descriptive analysis of the data from the 
Labour Force Survey (2002) suggests that the differ-
ence in the amount hours worked between those 
born outside the UK and those born inside is rela-
tively small – although that small difference does 
equate to nearly hour more in favour of those born 
outside of the UK. Working immigrants do demon-
strate a tendency to work longer hours on average. 
Similarly, although those born outside the UK show 
more variation in their hourly pay, they are likely to 
get paid slightly more on average than those born in 
the UK. These results, therefore, challenge the no-
tion of a ‘lazy immigrant’. Indeed, in terms of those 
people who are working, it would appear that the 
differences in usual hours worked and gross hourly 
pay between first generation migrants and those 
born within the UK are not very big at all. There is 
certainly no evidence presented here that would 
support the notion that first generation immigrants 
are ‘lazy’ or a ‘drain on state resource’.

In addition to the usual concerns around self-re-
ported measures, there are a few things that are 
worth noting about this particular dataset. Firstly, 
look at the range in Table 3.15. and Table 3.16. Some 
people are doing a lot more hours work per week 
than most. 97 hours a week is actually over 12 hours 
a day. Similarly, some people are earning a lot above 
the mean – particular for those who were born in 
the UK. In both cases this is making the range very 
large and this is likely to be inflating the mean and 
our data is skewed as a result. Whilst these may just 
be outliers, some further investigation may be nec-
essary to see whether the distribution of the data 
is spread all the way up to these end points, and 
whether there any differences in spread between 
the two groups. Indeed, if we were to read the lit-
erature around income distributions, we would dis-
cover that they are often skewed. This makes direct 
comparisons between the means difficult and other 
measures of difference based around the median 
may be preferable (see workbook 5).

Secondly, the position of the modes in the gross 
hourly pay category are some way below both the 
mean and the median in Table 3.16. This might be 
because people are estimating their gross hourly 
wage due to a lack of specific knowledge. The adult 
minimum wage was £4.20 in 2001 when the sur-
vey was actually carried out and the roundness of 

“

This is certainly an interesting study, but 
can you offer any critique of this inter-
pretation?

Q

http://www.nesstar.esds.ac.uk/webview/index.jsp
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the figure does give cause for concern. As a result 
it may not be the best measure of central tendency. 
Indeed, if we use Pearson’s second coefficient of 
skewness based on the median value, the data looks 
to be symmetrical. Of course, it might be that £5 per 
hour is the most common, but further investiga-
tion/comparison could be useful.

Related to this is the issue of the missing cases. Both 
Table 3.15. and Table 3.16. have large numbers of 
missing cases. With respect to Table 3.15., nearly 
half of the people in the survey have not given an an-
swer either because they chose not to or answered 
‘don’t know’ – or were simply out of work. If the peo-
ple that haven’t given this information share some 
characteristics then it may threaten the reliability of 
the data and any conclusions we might draw from 
it. For instance, if those who didn’t answer are pre-
dominately in a lower social class, where pay is usu-
ally lower, then the measure is at risk of over-esti-
mating gross mean pay. Conversely, if those people 
who didn’t offer an answer are predominately peo-
ple on high salaries who don’t know their hourly pay 
then the results may under-estimate mean pay.

Furthermore, the data presented in the tables also 
give no information concerning those people not in 
work, or any details of those who are claiming state 
benefits. Currently our sample is only exploring the 
circumstances of those in employment. It also does 
not make any differentiation between those who are 
working part-time or full-time. We might also want 
to explore the association between socio-economic 
group and immigration, or even housing tenure. As 
a result, further investigation is necessary to exam-
ine the ‘myth of the lazy immigrant’ more fully.

In short, our investigation has produced more 
questions than we might have originally intended. 
Indeed, although quantitative research is often pre-
sented as if it were a very linear process, it is actually 
quite iterative and cyclical. Analysis often produces 
more questions and more analysis, which might 
lead to amending the original rationale, or creating 
a new one altogether. Rarely do we get ‘straight-for-
ward’ answers to our questions and recognising the 
complications of ‘real-life’ data is a key point in the 
process of analysis. In some cases, we will be able to 
(re)interrogate our data to make our findings more 
robust, in other situations we will have to recognise 
the limits of our analysis and any accompanying in-
terpretation in our findings.

3.6. Rounding up

You should now have a much better idea of some 
of the most useful techniques of descriptive analy-
sis. Not only will these techniques help you to read 
quantitative research more effectively, they should 
also provide you with the understanding necessary 
to conduct quantitative projects of your own. In-
deed, with a little bit of effort, a good understanding 
of the tools presented in this workbook will help you 
to be able to interpret complex data and allow you 
to interpret it more effectively. You should now be 
able to:

• Calculate frequencies and proportions and cor-
rectly identify when to use them

• Understand the presentation of data including 
pie charts and bar charts and implement them 
where appropriate

• Understand what is meant by the term ‘cross-
tabulation’ and be able to describe the data 
within it

• Calculate measures of central tendency and cor-
rectly identify when to utilise them for descrip-
tive analysis

• Calculate measures of dispersion and correctly 
identify when to use them so you can describe 
your data with greater insight

A good understanding of these techniques will also 
serve a solid foundation for the next step we are go-
ing to make with respect to doing quantitative so-
cial research: inferential statistics. Indeed, many of 
the techniques you now have experience of using 
will help you to understand the mechanics of statis-
tical tests that can help us investigate our data fur-
ther, and ultimately allow us to answer our research 
aims.
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